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� Difficulties that complex embedded system
manufacturers face in their product designs are
well known, driven by ever-increasing com-
plexity and software contents, as well as short-
ening market windows. Next generation sys-
tems will be characterized by multiplicity at all
levels: multiple processor cores, multiple mem-
ories, multiple connectivity networks, multiple
software configurations, etc. Hence architecture
and performance issues already emerge as
manufacturers’ top-ranking design problems,
and should become even more problematic in
the future. In addition, technological and eco-
nomica conditions imply working with multi-
ple and geographically distributed teams and
giving a larger share of development work to
subcontractors and specialized design houses.
As manufacturers adapt their processes and
methodologies for developing new products,
they face 2 major challenges:
1) Integrating the definition, analysis and
traceability of performance in the product
development lifecycle, from specification to
validation;
2) Efficiently managing relations and commu-
nications between all project stakeholders,
including the specification and validation of
subcontracted parts of the product.

Most performance figures are given at the
very beginning of a project as product re-
quirements in the form of response times for

different features of the product – in relation to
user interface or communications protocols for
example, or data amounts – network/disk
throughput or power/energy levels for example.
As the product is being developed, it is usually
impossible to measure these performance
figures until the first prototype is integrated and
tested after several months of effort. It is easy to
understand that, if performance requirements
are not met at this late time in the project, re-
design cycles may be needed and heavily delay
the product release on the market. The solution
is to integrate the definition, analysis and
traceability of performance throughout the
product development lifecycle. This is only
possible if models of the complete system
architecture (end-product) are developed and
maintained/refined at all development stages.

Recent electronic system-level (ESL) methods
and tools provide a way to obtain a virtual pro-
totype of the system prior to hardware and soft-
ware implementations and in order to paral-
lelize them. However, potential design iterations
due to performance/architecture (or function-
ality) issues detected with such tools would
occur at the end of software developments, still
too late and with the risk of costly re-design 
cycles. Earlier system architecture modelling
and simulation, including performance
requirements analysis, is typically needed in the
project’s first 20% when 80% of technical

decisions are taken. As shown in figure 1, the
later this level of confidence on the project is
reached (characterized by the capacity to take
design decisions), the higher redesign cycles
cost (characterized by the level of design
decisions that need to be taken at the time of
the iteration).

Starting from system specifications, CoFluent
Design’s CoFluent Studio toolset allows
designers to create a reference model of the
complete system with which behaviour and
performance can be characterized and analyzed
under defined use cases. This step coming right
after system requirements capture and specifi-
cation can be called system architecting. How-
ever, it has to be differentiated from ESL-relat-
ed architecting activities that mainly relate to
the system’s hardware platform micro-archi-
tecture, and aim at providing a virtual system
hardware prototype for developing embedded
software before the real hardware (ASICs and
board) is available. The system architecting
phase as we define it here focuses on the defi-
nition and study of the macro-architecture of a
system. This implies a higher abstraction level,
typically message-passing (send/receive type of
protocol) transactional level modelling (TLM),
as opposed to address-based (read/write type of
protocol) TLM, cycle-callable (CC) or even
cycle-accurate (CA) for usual ESL methods and
tools that require too-detailed understanding of
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Figure 1. Earlier system architecture
modelling and simulation spares 
re-design cycles cost
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requirements. This requires introducing feed-
back and capitalization in the performance def-
inition and analysis activities throughout the
product development lifecycle as shown in
figure 2. Then, as an answer to the second ques-
tion (which, as we found out, is linked to the
first), the system architecting phase should not
stop once a first model is defined, but the model
should be enhanced with findings from later
design and implementation activities in the
product development lifecycle as shown in figure 3.

System architecting starts by defining the sys-
tem’s functionality in a hardware/software-ag-
nostic, and more generally technology-inde-
pendent way. This activity can be called timed-
behavioural modelling. The timed-behavioural
model is based on timed concurrent processes
(simply called functions). This first functional
architecture includes characterization of execu-
tion and communication times. As no hardware
platform is defined yet, those times are based on
a reference execution engine. They will be
adjusted later through a speed-up/down ratio
when the real execution engine (microcon-
troller, DSP, ASIC, FPGA with hard or soft
processor core…) is known. Furthermore, at this
stage, most algorithms and data types are not
known or written. Hence, the focus is on iden-
tifying the functions and their relations (syn-
chronization and data exchanges) and specifying
the macro-behaviour of functions (token-based-
type of model: real data are not exchanged and
processed, but data exchanges and processing
sequences and delays are modelled).

A first virtual architecture model is obtained by
modelling an abstract hardware platform com-
posed of communicating processors and shared
memories, and mapping or allocating functions
to processors. The high abstraction level of
models and flexibility of CoFluent Studio
allows rapid architecture exploration cycles:
different application architectures, platform
architectures and mapping strategies can be
tried and analyzed in hours with the goal of
finding the optimal system architecture that
delivers the right functionality and meets the
required performance characteristics. Hard-
ware/software partitioning is achieved at this
stage and expected performances are then
assessed and validated.

As components of the system are identified and
global performances are studied, this first
virtual architecture model acts as executable
specifications and reference model for all fur-
ther developments. Then, as implementations
of components come along and performance
measurements are achieved, the reference
model can be updated, potentially modified
and eventually validated. Further, by capturing
and archiving performance data throughout the
project’s lifecycle, a true knowledge repository
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Figure 4. The CoFluent Reader is a free model viewer and player.

Figure 3. The model should be enhanced with findings from later design and implementation
activities in the product development lifecycle.

Figure 5. The testbench used to validate the system’s simulation can be re-used at lower abstraction
levels in later development phases.




